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???

First some background context



What’s happening here?

”The AI Coding Productivity Illusion: 
Why Developers Feel Faster But Deliver 
Slower” (7/2025)

METR: https://arxiv.org/pdf/2507.09089

▪ Hidden quality costs that accumulate

▪ Hallucination problem compounds 
maintenance burden

▪ Speed without stability creates 
accelerated chaos

https://smarterarticles.co.uk/the -ai-coding -productivity -illusion -why -developers -feel -faster -but -deliver
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Other ”measurements” – 2025

Anthropic’s internal study (12/2025)

▪ 67% more pull requests per day

▪ Self-measured productivity increase 20-50%

▪ But, ”organizational numbers had not improved. Devs felt faster, 
customer deliveries stayed the same.”

▪ https://www.anthropic.com/research/how-ai-is-transforming-work-
at-anthropic

▪ https://collinwilkins.com/articles/claude-code-productivity-paradox

DORA study of 5000 devs (9/2025)

▪ “AI boosts individual-level output metrics.”

▪ https://cloud.google.com/resources/content/2025-dora-ai-
assisted-software-development-report

Faros AI study of 10 000 devs (7/2025)

▪ “AI coding assistants increase developer output, but not company 
productivity.”

▪ https://www.faros.ai/blog/ai-software-engineering
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Faros’ studies key takeaway:

”Software delivery performance metrics, like the DORA metrics of lead time,
deployment frequency, change failure rate, and MTTR, remain under significant pressure.”

“We call this pattern the Acceleration Whiplash: real throughput gains at the top,
compounding quality costs at every stage below.”

https://www.faros.ai/dora-metrics


How about 2026?

Science / AAAS study / 6 countries (1/2026)

▪ Experienced, senior-level programmers (≥6 years on 
GitHub) capture nearly all productivity and 
exploration gains…

▪ …while no benefits were observed for early-career 
programmers.

▪ https://www.science.org/doi/10.1126/science.adz931
1

METR update (2-5/2026)

▪ ”Recent self-reports are very high”

▪ https://metr.org/blog/
2026-05-11-ai-usage-survey/

https://www.science.org/doi/10.1126/science.adz9311
https://www.science.org/doi/10.1126/science.adz9311
https://www.science.org/doi/10.1126/science.adz9311
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/
https://metr.org/blog/2026-05-11-ai-usage-survey/


Amdahl’s law
(Gene Amdahl, 1967)

Originally a rule for computer performance improvement

Original formulation

S = 1 / [(1 − P) + P/N]

S = Achievable speedup of the entire program

P = Fraction that can run in parallel (e.g. 0.80 = 80%)

1 − P = Sequential fraction that cannot run in parallel

N = Number of parallel processors (CPU cores) 0
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Amdahl’s law: speedup vs. CPU cores

P = 50% (max. 2×) P = 75% (max. 4×) P = 90% (max. 10×) P = 95% (max. 20×)

AI development: what follows from faster “coding”?

• Faster code generation simply shifts the bottleneck elsewhere

• For example, to requirements, verification or deployment

• These stages need corresponding efficiency improvements



Little’s law
John D. C. Little, 1961

Origins: operations research and queueing theory

Original formulation

WIP = TH × CT

WIP (Work in Process): work currently in the system

Example: 30 customers

TH (Throughput): units completed per unit of time

Example: 2 customers / min

CT (Cycle Time): time a unit spends in the system

Example: 15 min

The AI development paradox
Faster coding does not help customers if the bottleneck remains.

Before

Idea → Implementation

Small queue → Review / V&V

Bottleneck → Release

WIP:                  6

Throughput:       2 features 

/ week

Cycle time:        3 weeks

Customer gets a feature

in about 3 weeks.

AI without more

verification capacity

Idea → Implementation

Faster implementation

Large queue → Review / V&V

Bottleneck → Release

WIP:                  12

Throughput:       2 features 

/ week

Cycle time:        6 weeks

Faster code,

longer customer waits.

AI + automated evidence

+ WIP limit

Idea → Implementation

Faster implementation

Small queue → Review / V&V

Automation / evidence → Release

WIP:                  6

Throughput:       4 features 

/ week

Cycle time:        1.5 weeks

Now the customer

benefits.

Little’s law: WIP = Throughput × Cycle time

Shorter cycle times require more bottleneck capacity or less WIP.

AI speeds up implementation. Without faster review, WIP and cycle time grow.

Benefits require more effective verification or a limit on WIP.

Three steady-state averages, not the transient period during rollout.

AI speeds up implementation, but not automatically overall throughput.

• Starting more work with the extra capacity increases WIP.

• Unless the bottleneck (e.g. review, testing, V&V) also speeds up, queues and cycle time grow.

• AI benefits require a WIP limit or more capacity at the bottleneck.
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The problem we are solving
• AI makes writing code several 

times faster
• Requirements, design, testing and 

review do not scale at the same 
pace

• Code piles up that nobody can 
account for: what it should do, 
how it works, or whether it 
works correctly

• “Which requirement justifies the 
code that AI wrote for you last 
week? ”
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Spexant in brief
Spexant is an agent -based 
software development system

in which AI produces the same 
artifacts as a human engineer

in a professional 
development process.

All of it under human 
supervision.
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Which artifacts?





Agility stays

In the picture: 

With help of 

62304-level 

traceability (or 

similar) 

...but transforms



Artifact examples: stakeholder needs
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Artifact examples: requirements
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Artifact examples: architecture
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Artifact examples: design 
documents
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Traceability
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A typical Spexant workflow
• Chat conversation

→ Stakeholder needs, requirements, 
use cases, architecture, detailed 
design
→a human reviews and approves 
each one separately
→ work items, execution plan
→a human reviews and approves
→ the orchestrator launches an agent 
in a worktree
→ merge request
→a human reviews and approves



(2016)



(2016)

Specification Artifact 

Collection (SAC)

Or Specification as 

Code (SaC)



https://xkcd.com/303/

BEFORE

https://xkcd.com/303/


https://xkcd.com/303/

NOW

...Being generated.

Generating!

https://xkcd.com/303/


6.10.2026 | 25

High-level architecture



Eat your own dog food
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• Spexant is built with 
Spexant

• This constantly 
validates and proves 
that the tool works

Validated







6.10.2026 | 30

Where is Spexant going?

Directions of development:

• Team use

• Continuous verification

• Visibility and metrics

• Larger autonomous units 
of work



Larger autonomous units of work
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• Steps forward:
Step Human review Status



Larger autonomous units of work
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• Steps forward:
Step Human review Status

1. A single task Every merge request Works today



Larger autonomous units of work
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• Steps forward:
Step Human review Status

1. A single task Every merge request Works today

2. A plan with its steps After every step Works today



Larger autonomous units of work
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• Steps forward:
Step Human review Status

1. A single task Every merge request Works today

2. A plan with its steps After every step Works today

3. Automated 
verification

Machine -generated 
evidence replaces some 
manual checks

Being built



Larger autonomous units of work
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• Steps forward:
Step Human review Status

1. A single task Every merge request Works today

2. A plan with its steps After every step Works today

3. Automated 
verification

Machine -generated 
evidence replaces some 
manual checks

Being built

4. A plan runs to 
completion 
autonomously

One review of the plan's 
end result

The goal we are working 
toward
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Execution Plan
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AI test
generation

Execute Plan



Thank you!

Risto Pitkänen
Chief AI Officer
risto.pitkanen@atostek.com

Mika Torhola
Director of new Business
mika.torhola@atostek.com


	Slide 1: Specification-driven agentic SW development tool
	Slide 2: First some background context
	Slide 3: What’s happening here?
	Slide 4: Other ”measurements” – 2025
	Slide 5: Faros’ studies key takeaway:
	Slide 6: How about 2026?
	Slide 7
	Slide 8
	Slide 10: The problem we are solving
	Slide 11: Spexant in brief
	Slide 12: Which artifacts?
	Slide 13
	Slide 14
	Slide 15: Artifact examples: stakeholder needs
	Slide 16: Artifact examples: requirements
	Slide 17: Artifact examples: architecture
	Slide 18: Artifact examples: design documents
	Slide 19: Traceability
	Slide 20: A typical Spexant workflow
	Slide 21
	Slide 22
	Slide 23
	Slide 24
	Slide 25: High-level architecture
	Slide 26: Eat your own dog food
	Slide 28
	Slide 29
	Slide 30: Where is Spexant going?
	Slide 31: Larger autonomous units of work
	Slide 32: Larger autonomous units of work
	Slide 33: Larger autonomous units of work
	Slide 34: Larger autonomous units of work
	Slide 35: Larger autonomous units of work
	Slide 36: Execution Plan
	Slide 37
	Slide 39: Thank you!

